External Validity

(October 20, 2008)
DEFINITIONS
Validity – making sure that results are an accurate estimation of actual effects for people in a certain population/group.

Internal Validity – What is the causal effect of the treatment for individuals within our sample?

Consider the case of last week’s RD example: people who got the scholarship and those who didn’t. We are interested in estimating the effect of a scholarship on test scores, but we are worried that the correlation between test scores and having a scholarship might pick up unobserved factors, spurious correlation, reverse causation, omitted variable bias, etc.


We use rigorous evaluation techniques to ensure that we have identified a causal relationship between the exogenous variable (“treatment”) and the outcome of interest. Internal validity is ensuring that X -> Y and not any of the other things we might have going on. If we see a relationship between getting a scholarship and test scores, we want to be sure that we are in fact measuring the effect of a scholarship and not picking up any other factors. 

Internal Validity => accurate estimation of causal effects within the sample
External Validity – Do the internal estimates apply to other people outside of our sample?

Once we have successfully identified the causal effect of a treatment within our sample, we might be interested in thinking about how these results generalize to other contexts. How much effect would scholarships have if the program was introduced across the country? What would happen if boys were eligible for the scholarship too? Should we advocate for scholarship programs across Africa? In industrialized countries? For all grades?

External Validity => accurate estimation of effects for populations outside of the sample
MOTIVATION

Why do we care about external validity? It’s all good to identify effects within our sample, we have added value by evaluating the effectiveness of money spent and identifying what the impacts are. So, why might we worry about effects outside the sample? In what kind of situations might we need/want to worry about external validity. Is it useful to try to apply our results to other contexts? Here are a few situations in which we might want to think about generalizing results:

1) “Best Practices”

a. Program Expansion (pilot -> scale-up)

b. Replication

2) General Estimated Effects (e.g. effect of income on school attendance/performance)

a. Non-experimental settings
IMPLICATIONS

How might we expect experimental estimates to differ from the true population effects? First, remember that our sample is a (selected) subset of the full population. If we were to draw a diagram of the sample selection / estimation process, we see that:

the population > sample > treatment  group

In the case of girls’ scholarships… 

-We can think of the population as the universe of school children.

-Our sample is girls in sixth grade in two districts in Western Kenya (the study actually includes a random sample of schools in these two districts. we could argue that our actual survey sample is representative of all girls in this grade in these districts, but even then we are looking at a specific subset of the entire population; 127 schools, 12, 000 students)

-We estimate our effects for the treatment group using those girls around the threshold of scholarship eligibility, those who barely did or did not qualify for a scholarship. So our effects are only valid for girls on the margin (not those at the top or at the bottom of the distribution)

In the study, the authors find that the program raised girls’ test scores by about 0.20 standard deviations.
*How do we think these experimental estimates might differ from effects for other populations? Think about what factors we might be worried about, if we tried to estimate the effects for:

1) Girls in urban schools (e.g. where > 4.8% of girls transferred to secondary schools)
2) Girls in higher income areas
3) Girls who had already dropped out
4) First graders in our sample region (i.e. not just sixth graders)

5) Boys in sixth grade
6) Girls in Uganda

Note: we might expect certain people to have more or less elastic (sensitive) responses to economic incentives. For whom does the treatment bite? (always compliers and never compliers)
The main things we have to worry about when thinking about different populations are: 
a. Selection (are the people in our sample special in any unobserved way, e.g. are they people who don’t care about school or who care a lot)

b. Heterogeneity (will effects likely differ based on observable characteristics? How? e.g. for people who could afford to go to school without a scholarship)

Remember in this study, they found NO effects in one of the treatment districts (Teso), but significant effects in Busia, the other sample district.

Recall that the program gave (1) a grant of US$6.40 (KSh 500) to cover the winner’s school fees, paid to her school; (2) a grant of US$12.80 (KSh 1000) for school supplies paid directly to the girl’s family; and (3) public recognition at a school awards assembly held for students, parents, teachers, and local government officials, to the top 15 % of 6th grade girls in the district, for 2 years. 

*How about if we implemented a slightly different program:

1) If we gave them less money (half the amount) / more money (twice the amount)?

2) If we removed a scholarship in an area that had one already (is the negative likely to be the same as positive)?
3) If we gave scholarships to the top 25 percent (instead of just the top 15 percent)?
4) If we made school free for everybody (e.g. income without competition effect)?

The program was implemented in 64 schools out of the sample of 127 schools in Western Kenya

*How about if we changed the program scale:
1) If we expanded eligibility to all sixth grade girls in all schools in Western Kenya

2) All girls in all of Kenya (rural and urban; high and low income areas)
The initial program estimated the partial equilibrium effect of implementing a scholarship program in a few schools, holding the rest of the school system constant. When we implement a nationwide program, we have to think about the general equilibrium effect of making changes to the entire system. We might worry that this would have negative effects on the difficulty of getting into high school, or on the congestion in schools, or teacher effectiveness if more girls now went on to secondary schools… We could have positive effects from increased coordination between all schools, or we could have all the prized won by girls from higher socio-economic status if they were included in the pool of eligible students.
To summarize, we might be worried about:

1) Different Populations

a. Selection

b. Heterogeneity

2) Different Treatments

a. Program implementation (e.g. treatment size, time frame)

b. Unknown mechanism

c. Increases/decreases

3) Different Scale

a. General vs. Partial Equilibrium Effects (e.g. Hsieh & Urquiola Colombia vouchers paper)
APPLICATIONS
The problems of internal / external validity often depend on issues such as the study design – in choosing an evaluation approach, we sometimes face a trade-off between internal and external validity.
1) ITT/TOT (trade-offs with external validity?)

a. Look at people who opt-in to programs

b. Who do we expect to respond to the program in reality?

c. Go through an example to talk about why TOT estimates might be more/less externally valid

2) RD/LATE (looking at people only at threshold… trade-offs with external validity?)

a. Think about why/why not people on the threshold would be representative of our target population at large
With the girls’ scholarship program, we had two estimation approaches:
1) Randomization (like ITT) – estimated effects for all students who were eligible to receive a program

2) RD (LATE) – estimated effects for all people who actually received the program (but only identified effect for those actually at the threshold)

In choosing how to design our experiment, we also face some decisions about external validity.

1) Where to run the experiment, what treatment size to use? 

2) Sometimes it’s a good idea to pilot programs in areas where we expect to find strongest results so if we don’t find effects here (even if this may not be the most representative population), then we don’t expect we’d find results anywhere else; and have a stronger chance of finding results which would garner support for program expansion in the future
3) Also, some programs are by nature targeted at specific groups (e.g. anti-poverty programs), we might expect income transfers to have a bigger effect on outcomes such as education and health investment for poorer households, but that’s ok because these are the populations we’re most interested in targeting. We would worry if effects were only valid for low income households in one particular town but not in the next town twenty kilometers away with similar demographics.
HOW TO DEAL WITH INTERNAL/EXTERAL VALIDITY

There are a few ways we can try to address the challenges of external validity

1) Get a variety of estimates

a. Estimate program effects for different populations
b. Estimate effects using a range of methods (i.e. randomization, RD, etc)
c. Estimate effects for variations of the program to try identity the precise mechanism (what program component works best? Who did it affect? Why?)

2) Think about how the sample population might differ from the population at large (before making claims about generalizing results)
CONCLUSION

1) Rigorous evaluations are effective in establishing internal validity 
2) External validity is an important consideration too
3) We can trade-off the benefits of internal and external validity in sample selection and study design
SOME MORE CASE STUDIES
Consider these examples of anti-corruption / community-based government programs. What are the limits of external validity?
CASE 1

Ugandan community-based health program (Bjorkman and Svensson, 2007). The authors study:

· Effects of community monitoring on quality & quantity of health service provision
· Does increased accountability affect health care provision?

Study Design:

· Randomization

· Encouraged villages to devise a monitoring / accountability method for health care providers

· Compared health care indicators for villages with an without encouragement treatment

Find: Positive effects, but can’t identify the exact mechanism through which the program had an effect

Implications: Difficult to recommend the program to other areas when you’re not sure exactly what the treatment is.
CASE 2

Brazilian government expenditure audit (Ferraz and Finan, 2008). The authors study:
· Effects of disclosing information about corruption practices on electoral accountability
· Do voters punish/reward politicians for their corruption practices?

Study Design:

· Randomization
· Compare electoral outcomes for municipalities audited before and after the 2004 elections, with same reported level of corruption

· Estimate the effects of publicly released audit reports on government expenditures
Find: increased audit has a significant effect on incumbents’ electoral performance (whether or not they were reelected); especially where a radio is available (radios were the main channel through which voters found out the results of the audits); identified a mechanism
Implications: Should we recommend audits for ALL villages? Maybe only for areas with:

· similar levels of radio coverage / literacy

· similar levels of corruption

· similar levels of civic engagement (voting is mandatory in Brazil)

· maybe for municipal elections, not presidential ones

· maybe only for incumbent politicians considering reelection
· what about releasing other types of information (not just how money was spent)

CASE 3

Indonesian road construction (Olken, 2007). The paper studies:

· Effects of increased audits of expenditures on corruption in road construction

· Effects of increasing grassroots participation on corruption in road construction

Study Design:

· Randomization

· Compare levels of “missing expenditures” for different projects.

Find: grassroots participation & monitoring had little effect, only reduced missing expenditures in cases with limited free-rider problems and limited elite capture. Traditional top-down monitoring had bigger effects on reducing corruption; identified a mechanism, tried different possible treatments, focused on contexts in which program is likely to have a big effect.

Implications: top-down approaches and grass monitoring can have different levels of impacts depending on the type of project, level of corruption, etc.
GROUP PROJECTS

So far, you should have been thinking about ways to ensure that you get internally valid estimates of your projects’ effects…. Now, let’s take some time to think about External Validity

1) Identify the treatment group, for whom effects are estimated.
a. What is the overall population?

b. What is your sample?

2) What kind of effect as you estimating? Is it a local average treatment effect (LATE) or an intention to treat (ITT) effect?
3) In what ways would you like to be able to generalize your results? (scaling up? Moving to a different region? Targeting a different population?)
4) How do you expect your estimates to compare to effects for the rest of the sample? for a larger population? In a different location? At a different scale?
5) How do you expect these effects to compare to those for another program or if you used a different treatment mechanism?

Some of you enjoy group work, others don’t. If you have a project you want to work on individually, take this time to think about it on your own. If you would like to continue working in your group, get back in your group and think about the questions we raised above together.

